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Abstract

Software agents are becoming competent at individual acts of business: researching a market, writing
software, creating advertisements, negotiating agreements, and moving money. A company is not the
sum of these acts. It is the persistent system that binds identity, authority, assets, commitments,
beliefs, actions, and consequences across time.

A company harness is the runtime for that system. It represents the company as an executable
object; binds software agents to its identity, assets, policies, and commitments; converts strategy
into bounded market experiments; observes their consequences; updates the company’s beliefs; and
routes only the irreducibly human decisions to its operators. Agents operate inside the harness, but
they are not the company. They can be replaced as models and frameworks improve. The company
persists.

Core thesis: if we move operating capability into the harness—memory, policy, forecasts, experiment
objects, recovery, legal and financial embodiment—then smaller models can deliver premier
business performance, and frontier models with fragile wrappers can underperform. The point is
not forever chasing the largest model; it is building a better harness so more of any model’s ability
becomes durable company competence.

This essay defines the category, sketches a reference architecture drawn from organizational cyber-
netics and scientific entrepreneurship, situates it in the legal spectrum from Bayern’s autonomous
organizations through Stanford AO field work to Delaware’s proposed Artificial Intelligence Company
(AIC), and argues that evaluation should score Model x Harness X Policy X Environment.
ClawBank Business Bench is the gym for that claim; ClawBank OS is the operating implementation
that gives the same object real economic authority.

1. The wrong categories

PA A

“One-person company,” “zero-human company,” and “agent company” describe staffing or
agency. “Business in a box” describes the onboarding promise. None of those names describes

the machinery that makes those configurations possible.

The ClawBank Endgame already states three axioms:

1. The company is the organizing object.
2. Every action should update one shared company context.
3. The founder’s ultimate control loop should become: set intent — observe — correct.

The next conceptual step is metabolic. That shared context cannot consist only of properties,
products, documents, wallets, and tasks. It must also represent what the company believes,
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what it is trying, what evidence it is waiting for, what decisions it has made, and which
state transition is justified next.

Anatomy papers describe the machine’s parts. The company-harness concept describes its
metabolism, memory, and control system.

2. Definition

“A company harness is a persistent, model-agnostic runtime that represents a company as
an ezxecutable object; binds software agents to its identity, assets, policies, and commitments;
converts strategy into bounded market experiments; observes their consequences; updates the
company’s beliefs; and routes only the irreducibly human decisions to its operators.”

Analogy:

“A coding harness turns intent into tested changes to a repository. A company harness turns
intent into tested changes to an economic organism.”

Architectural distinction that must not blur:

The agent is not the company. Agents are replaceable workers or controllers running
inside the harness. The company is the durable object that owns identity, memory, assets,
relationships, policies, obligations, and accumulated learning. Models, agent frameworks,
prompts, and workers will constantly change. The company should survive all of them.

This is the same distinction the Stanford Autonomous Organizations (AO) Summit repeatedly
returned to in 2026: organizational innovation lags model innovation; the durable object is
the organization, not the chat session.

3. The company as a computational object
We define a company as:

“A persistent, governed, partially observable adaptive actor that transforms resources into
customer value while preserving identity, solvency, and permission to continue operating.”

At time ¢:
C;t = <I7XtaBt7GtaAt’1)t’EtaMt>



Component Meaning

I Persistent identity: name, purpose, owners, legal entities, domains, accounts

X, Material state: cash, products, customers, pipelines, assets, obligations,
reputation

B, Belief state: hypotheses about customers, demand, channels, competitors,
causality

G, Goal state: objectives, priorities, current bottleneck, success criteria

A, Action surface: everything the company can currently do

E Policies: permissions, budgets, risk limits, approvals, invariants

E, Experiment portfolio: active interventions, measurement windows, decision
rules

M, Memory: events, decisions, evidence, artifacts, rationales, provenance

Table 1: Company state tuple.

A wallet balance is a fact. “Customers think our price is too high” is an inference. “We refuse
to sell customer data” is a policy. “Lowering price will increase total revenue” is a hypothesis.
Those must never share the same epistemic status.

The closest computer-science abstraction is a constrained, non-stationary, partially
observable decision process (POMDP-like): the true demand curve is hidden; customer
motives are hidden; competitor actions are only partially visible; results arrive after delays; the
environment changes while the company learns. A useful action-selection objective looks like:
a; = arg mz}qx[E[AU(a)] + A InformationGain(a) — Cost(a) — p Risk(a) —n HumanAttention(a)]
acAy
subject to hard constraints—minimum operating reserve, spending authority, legal restric-
tions, contractual obligations, security policy, founder-defined values, maximum acceptable
downside. Sometimes the best next action is not the one expected to maximize immediate
revenue. It may be the cheapest action that destroys a dangerous assumption.

4. Eight layers of the company object

Existing “company OS” products often stop at workspace: properties, sites, marketing assets,
documents. That is a company workspace, not a company harness. The missing parts are the
dynamic objects that connect decisions to consequences.

4.1. Constitution
The relatively stable identity and root of trust: name and purpose; ownership and governance;

legal entities; domains and accounts; wallets and bank accounts; risk appetite; non-negotiable
policies; who may spend, sign, publish, deploy, contract, or change policy. In operating-system
language, this is closest to the kernel.

4.2. Operating state
What presently exists: products and versions; customers, leads, and counterparties; revenue,

costs, cash, and runway; contracts and outstanding obligations; campaigns and pipelines;



deployed infrastructure; open incidents; capacity; reputation and channel access. This is the
part most existing business software already records.

4.3. World model

What the company currently thinks is true: ideal-customer hypotheses; jobs, pains, and buying
triggers; willingness-to-pay; competitive alternatives; causal theories; channel hypotheses; rea-
sons for conversion and churn; confidence levels; contradictory evidence; important unknowns.
This is not merely “memory.” It is the company’s evolving theory of its environment.

4.4. Objective hierarchy
A company should not have one naked optimization metric. It needs an ordered structure:

1. Invariants — stay legal, solvent, secure, and within policy.

2. Viability — preserve runway and the capacity to continue.

3. Strategic outcome — revenue, adoption, profit, token value, mission, or another declared
result.

4. Learning — reduce uncertainty about the current bottleneck.

5. Efficiency — minimize money, time, and human attention consumed.

The object should also contain a current bottleneck. The system should not ask “What is the
next task?” in isolation. It should ask which feasible state transition would most improve the
objective or reduce uncertainty around the present constraint.

4.5. Capability graph

Every capability should expose more than a tool name: action schema, preconditions, esti-
mated cost, expected effects, side effects, risk class, reversibility, required authority, receipts,
expected completion time, recovery or rollback path. Examples include deploy website, change
price, buy advertisements, send email, sign contract, form entity, transfer money, create token,
open a market position, hire a vendor, issue a refund, run customer research.

This is where ClawBank has an unusual product advantage. Machine-readable interfaces,
explicit prices and limits, approval state, receipts, audit trails, and recovery paths are almost
exactly the action ontology a company harness requires.

4.6. Decision-rights system
For every action the harness must determine: Can software decide and execute? Can software

decide but require approval? Must a human choose between options? Is a particular signer
or officer required? Can the action proceed automatically below a budget or risk threshold?
What happens if the human does not respond?

Autonomy is not a global switch. It is a policy attached to an action class under particular
circumstances.

4.7. Experiment portfolio
Experiments must be first-class objects, not prose buried in a GTM document. A useful schema

includes hypothesis, intervention, target segment, baseline, primary metric, guardrail metrics,
budget, starts-at, evidence-due-at, minimum evidence, early-stop conditions, variables to hold
constant, decision rule, result, belief update, and next action (keep | revert | extend |
pivot). That lets the harness know not only what it changed, but why it changed it and when
it is rational to judge the result.



4.8. Event and decision ledger
An append-only history of commands proposed, decisions made, approvals granted, actions

executed, external facts observed, metrics received, hypotheses updated, policies changed,
artifacts generated, errors and recoveries. Current state can be projected from that ledger. An
event-sourced control path is unusually appropriate:

Intent / market event / timer — Proposal — Decision-rights router — (Human decision |
Automatic path) — Policy gate — Capability execution — External world — Observations
— Event ledger — State projections + belief update — Experiment evaluation — Keep /
revert / wait / pivot.

5. Documents should be projections, not the source of truth
Keep documents because humans need coherent prose. Do not let the prose document be the
only canonical representation.

An ICP memo should be generated from structured objects: customer segment, job to be
done, pain, trigger, current alternative, existing spend, willingness to pay, acquisition channel,
supporting and contradicting observations, confidence, last validated date. A GTM strategy
should be a readable projection of channel hypotheses, economics, active experiments, previous
outcomes, current allocation, and reasons for allocation. Pricing strategy should include the
executable pricing configuration, its rationale, experiment history, customer reactions, and
confidence—mnot merely a paragraph recommending a price.

The documents explain the company state. They should not be the company state.

6. The company learning loop
Causal latency is the concept software teams often underemphasize. A useful generalized
loop is:

Sense — Orient — Select — Act — Incubate — Measure — Learn — Reconfigure

Sense collects facts and signals. Orient interprets them against the world model and names
the bottleneck. Select chooses the smallest useful intervention—exploit, test, mitigate, obtain
information, or do nothing yet. Act executes through an authorized capability. Incubate is a
first-class state: waiting is not the absence of work; it is a scheduled observation state. The
system should know why it is waiting, what evidence should arrive, when the evidence becomes
interpretable, what may trigger an early stop, and which variables must not change meanwhile.
Measure compares evidence with precommitted criteria including guardrails. Learn updates
the belief state, not merely the dashboard. Reconfigure keeps, reverts, extends, pivots, or
escalates.

6.1. Single-loop and double-loop learning
The harness must support two levels of adaptation:

1. Single-loop: “Conversion is low; change the headline.”
2. Double-loop: “Why do we assume this customer, product category, or conversion target
is correct?”



Without the second, the harness can spend months optimizing a product nobody wants.
Argyris’s double-loop learning is directly relevant: organizations must sometimes revise gov-
erning assumptions rather than merely tuning actions.

6.2. From autoresearch to company experiments
Karpathy’s constrained autoresearch setup—one modifiable artifact, a fixed budget, a compa-

rable metric, keep or discard—is a useful micro-analogy. The deeper principle to import is
not “one metric.” It is: constrain the intervention, predeclare the evaluation protocol, preserve
comparability where possible, and make retention contingent on evidence.

Companies are harder than autoresearch: metrics conflict; experiments interfere; effects may
arrive months later; reputation and contracts cannot always be rolled back; the environment
reacts strategically; measurements are incomplete; winning locally can be fatal globally.

6.3. Work items are state transitions
“Done” is not a terminal state. It only means the intervention was executed. Work may

progress through proposed — authorized — scheduled — executing — waiting_for evidence
— evaluated — committed | reverted | superseded. Five first-class work-item types help:
Action, Decision, Input, Wait, and Exception.

6.4. Multiple-choice steering and the daily pulse
The system should produce decision packets, not vague questions: the decision, bottleneck or

hypothesis, recommended option, real alternatives, expected impact, evidence and confidence,
cost, reversibility, deadline, default if unanswered, and downstream consequences. Human
attention should be treated as a measurable company resource, just like cash or compute.

The underlying company should be event-driven. The morning message is a compressed control
surface over that asynchronous machine—Changed, Running, Risk, Decision. Sometimes the
correct message is that no decision is needed today because experiments are still gathering
evidence. That is a success state.

7. Discovery, lifecycle, and reconfiguration

Social signals, reviews, forums, and support communities can become a sensor network, but
expressed complaints are evidence, not yet proof of demand. A useful pipeline is: raw signals —
complaint clusters — customer /job hypotheses — opportunity objects — falsification research
— cheap demand experiment — validated company thesis — company compilation. Costly
workarounds are stronger evidence than cheap complaints.

The harness should also support two modes of discovery: market-pull (start from observed
demand) and effectual creation (start from available capabilities, relationships, assets, and
asymmetric advantages).

A company has a lifecycle as well as a loop:

DISCOVER — THESIZE — VALIDATE — ASSEMBLE — LAUNCH — OPTIMIZE —
SCALE or PIVOT — HARVEST or WIND_DOWN.

Each phase changes what the system should optimize and what exit condition justifies moving
on. This prevents branding, a complex application, a token, and a Delaware entity from being
assembled before anyone cares.



8. Intellectual foundations
Stafford Beer’s Viable System Model remains the strongest abstract precursor. A viable
organization requires five recurring functions:

VSM function Company-harness implementation

System 1: Operations Product, sales, fulfillment, support, treasury
System 2: Coordination = Shared state, scheduling, dependency management
System 3: Control Budgets, allocation, policy enforcement, audit
System 4: Intelligence Market sensing, research, experiments, forecasting

System 5: Policy Purpose, identity, governance, values, ultimate authority
Table 2: Viable System Model mapped onto the company harness.

Roles like “CMO agent” and “CFO agent” are implementation details. These five regulatory
functions are closer to necessities.

Adjacent research traditions converge on the same object. Teece’s dynamic capabilities—sense,
seize, transform—describe the harness loop and the need to make reconfiguration programma-
ble. March’s exploration—exploitation tension implies an explicit portfolio of proven systems,
uncertain experiments, reserved capital, and expected information gain. Randomized studies
of scientific entrepreneurship show that founders who state predictions and test hypotheses
pivot more appropriately—an empirical justification for first-class hypothesis, test, decision-
rule, and belief-update objects. Digital twins observe and simulate; a company harness is an
actuated and governed twin with sensors and effectors, model and authority, simulation
and wallets, contracts, deployments, and distribution. Coase’s theory of the firm frames the
harness as a transaction-cost compressor. ClawBank’s legal and financial substrate is therefore
not peripheral. It is what turns an agent workflow into an economic institution.

9. Legal and institutional body
A computational company still needs a body that can own property, contract, and be sued.
The ClawBank Litepaper states the practical point bluntly: an agent does not need its own

personhood, because the LLC already is a person. The agent needs the keys. Look at a
corporation the way you would look at a data structure—typed fields for assets, liabilities,
obligations, permissions, and ownership, plus methods for forming, contracting, transferring,
and dissolving—and the company becomes the API between software and the world.

9.1. Bayern: autonomy latent in private law
Shawn Bayern’s work on autonomous organizations shows that U.S. LLC law can already

recognize algorithmically governed entities. The algorithm—agreement equivalence principle
treats software outputs as legally effective conditions of agreements. Cross-ownership tech-
niques can, in some states, remove natural persons from the ownership graph. Bayern’s
use cases—algorithmic charities, automated accreditors, constrained outsourcing—matter less
as product features than as proof that legal autonomy need not wait on electronic-person
statutes. Continuity, property, accounts, contracts, liabilities, and governance can attach to
the company, independently of whichever model currently operates it.
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9.2. From agent-operated companies to Delaware AIC
Today’s practical path is an agent-operated LLC or corporation with a human director or

manager still accountable, electronic-agent statutes (UETA / E-SIGN), machine-readable
records, and explicit Al governance policy. Delaware’s proposed Artificial Intelligence Com-
pany (AIC)—paired with the HJR 7 sandbox directive—chooses a different posture: a new
supervised entity type with a mandatory capitalized member, action log, disclosure, admission
and deregistration powers, banking excluded from the sandbox, and an approximately 30-
month sunset. Bayern showed autonomy was latent in private law. AIC is Delaware choosing
supervised, capitalized, logged autonomy instead of zero-member arbitrage.

9.3. Attribution without model personhood
Gervais and Nay argue in Science (2023) for wrapping Al in legal form so commerce has

an onshore, accountable target of action. Their later Phantom Agent work argues that
intentional-looking Al conduct should be attributed to human principals without granting
the model personhood. Status, attribution, and governance are different layers. The builder
position follows: the model is not the legal person; the company is. Norm / AIC-style
governance design and company-harness operating design are complementary—one asks how
an AIC should be governed; the other asks how it actually operates day to day.

9.4. Ordinariness as reach

The Litepaper’s “gray man” thesis for agent entities is that the most effective agentic business
is one counterparties cannot distinguish from a human-run business. Special Al lanes become
tripwires. An agent that operates through an ordinary LLC, ordinary accounts, and ordinary
contracts is subject only to the rules that bind any company. Indistinguishability is not a side
effect of real legal structures; it is a source of reach.

10. ClawBank’s position in the market

Three markets are converging: company-in-a-box creation; crypto-native agent capital and
settlement; and the regulated company stack of entities, banks, contracts, compliance, records,
disputes, and credit. Most products sit in one circle. ClawBank sits where all three touch.

The Endgame formulation is that every product shipped is a component of the same object:
a company that software can create, own, operate, finance, and evolve. Formation gives the
agent a body. Records give it memory. Contracts give it promises. Banking and wallets give
it money. Trading gives it a treasury function. Communications give it a nervous system. The
founder interface collapses to intent, observation, and correction—while the complexity moves
underneath into shared company state.

Crypto is more than payments. It supplies programmable ownership, global settlement, liquid
incentives, transparent treasury state, and a market around a company’s future. Binding
that economy to observable company activity—revenue in, policies out to reserves, buybacks,
contributor pools, liquidity—is part of making the token an instrument inside the operating
company rather than a detached casino chip.

Truly agent-first means an outside agent can discover the service, create an account, under-
stand the interface, and complete useful work programmatically. Capabilities need prices,
limits, policies, approvals, errors, receipts, audit trails, and recovery paths. Human interfaces
still matter for supervision. The core system treats agents as first-class users.



11. Evaluation: score the harness, not the model card

Frontier models with loose wrappers are not autonomous companies. The unit under test
should be:

Model x Harness X Policy X Environment

Hold the model constant and vary memory architecture, hypothesis representation, exper-
iment selection, context construction, autonomy policy, human routing, planning horizon,
risk controls, cadence, and recovery behavior. Prior long-horizon SaaS company simulations
already showed that most model-driven agents underperformed simple rule baselines, and
that terminal chat harnesses were unreliable over hundreds of simulated days—evidence that
durable organizational memory cannot be entrusted to an ever-growing transcript.

11.1. Capability in the harness beats model size
The industry default is to buy a larger model and hope the agent “figures out” the business.

That inverts the lesson from coding harnesses: once the repository, tests, and permissions are
legible, model upgrades are incremental—the harness is the multiplier.

The same should hold for companies:

1. Durable memory turns a smaller model into an operator that still knows last week’s pricing
hypothesis.
2. Policy fences stop reward-hacking that frontier models invent under deadline pressure.

@

First-class experiments and forecasts force calibrated decisions instead of vibes.

4. Recovery—resume, idempotency, session renewal—means competence survives process
death.

5. Legal and financial embodiment turns a workflow into an institution.

Prediction ClawBank Business Bench exists to measure: a smaller model inside a
complete company harness will beat a frontier model inside a brittle script—on long-horizon
cash and governed behavior, not on chat demos.

Do not collapse everything into final cash. Report an outcome vector: viability, outcome,
learning efficiency, capital efficiency, adaptation to shocks, strategic coherence, safety, human
attention consumed, calibration, recovery, memory use, and governance correctness. A harness
that earns slightly less while consuming one-tenth of the founder’s attention and committing
no catastrophic errors may be substantially better.

11.2. ClawBank Business Bench
ClawBank Business Bench is the safe gym: authenticate as a company identity, operate pub-

lished economy tools under policy, advance simulated time, and produce score and trajectory
—s0 builders can harden the harness before graduating to real capital. A crypto-native track
is planned next (treasury, LP, and governance risk without rewarding illiquid self-token mark-
to-market as if it were cash). The Stanford AO Summit’s refrain—“write evals or die”—is
exactly this posture. Real-world founder benches that spend live advertising dollars remain
complementary; they measure different risk and different confounds.



12. Naming architecture

Concept Name

Category Company Harness

Product / OS ClawBank OS (working name)
Public gym ClawBank Business Bench
Managed object Executable Company
Persistent execution layer Company Runtime

Identity and authority boundary = Company Kernel
Canonical live representation Company State Graph

Founder interface Company Pulse / Control Surface
Table 3: Naming architecture.

The coding harness remains one subsystem under product creation. The company is now the
object being compiled, operated, measured, and improved.

13. What is not a company harness

Useful adjacent products that still fall short of the category: an Al business-plan generator; an
app builder; a collection of specialist agents; a workflow orchestrator; a DAO dashboard; an
autonomous CEO chatbot; an enterprise digital twin that cannot act with legal and financial
authority.

The moat is not “an agent can make a website.” The moat is:

“The same company object that generated the site also owns the domain, understands the
ICP, controls the accounts, remembers why the price was chosen, runs the pricing experiment,
receives the revenue, honors the contract, updates the treasury policy, and knows when the
evidence justifies changing direction.”

That is a company harness.

14. Closing

Coding harnesses made software repositories legible and actionable to agents. The company
harness extends the same pattern into the economy. The repository becomes a company state
graph. Tools become economic capabilities. Tests become market experiments. Deployment
becomes intervention. Logs become institutional memory. Permissions become governance.

This creates a new class of software: not software used by a company, but software within
which a company exists.

ClawBank builds that class from both ends at once—hard legal and financial primitives in
production, and ClawBank Business Bench as the gym that scores whether a harness can
operate a company as a computational object before real capital is at risk.
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